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Abstract. A robotic agent experiences a world of continuous multivari-
ate sensations and chooses its actions from continuous action spaces.
Unless the agent is able to successfully partition these into functionally
similar classes, its ability to interact with the world will be extremely lim-
ited. We present a method whereby an unsupervised robotic agent learns
to discriminate discrete actions out of its continuous action parameters.
These actions are discriminated because they lead to qualitatively dis-
tinct outcomes in the robot’s sensor space. Once found, these actions can
be used by the robot as primitives for further exploration of its world.
We present results gathered using a Pioneer 1 mobile robot.

1 Introduction

To live sucessfully in a world, robotic agents must be able to derive meaning from
continuous state spaces and select actions from continuous ranges of possibility.
In order to thrive agents must be able to find discrete classes of states and actions
that enable them to achieve their goals. For example, the Pioneer 1 mobile robot
has a pair of independent drive wheels and a variety of sensors including seven
sonars and a CCD camera. To move, the robot must select a speed for its right
and left wheels from an infinite range of possible parameters. While it acts, the
values returned from its sonars, camera and other sensors will transition through
a subset of an infinite number of states. As far as the robot can tell, every one of
its possible wheel speed settings is a different action and every one of its distinct
sensor readings is a different state. If the robot had to use these as primitives,
it would be unable to understand the world or determine what actions to take
in any reasonable amount of time.

Of course, many of these wheel speed settings lead to qualitatively similar
outcomes. The robot will go forward, backwards, turn left or right or not move
at all. We can examine the robot’s behavior and categorize its actions because we
have already categorized these continuous domains into discrete chunks. How-
ever, providing a robot with knowledge of our categories by hand-coding primi-



tive actions and states is tedious, error prone, and must be tuned to each partic-
ular model of robot. Lastly, since the robot’s sensing and effecting abilities are
not equivalent to our own, we may be unable to provide distinctions which are
optimally effective for the robot as it attempts to interact with and control its
environment.

The problem of learning action models for the purpose of planning is studied
in a variety of forms. Much of this work focuses on simulated domains and
assumes discrete state and action spaces and deterministic outcomes of actions
[5,15], though some allows for the possibility of probabilistic outcomes [2,9].
One notable exception is [11], which describes a method for learning action
models given continuous state and action spaces for a simulated robot with
noisy sensors. Though [16] and others explore the discovery of regimes in time
series, their regimes are approximated by normal distributions and their method
does not address the case where the time series are (at least partially) caused
by an agent.

In stochastic domains with continuous states and discrete actions, reinforce-
ment learning methods can learn reactive control policies [7], and recent work
in this area addresses the case in which both the state and action spaces are
continuous [13]. Reinforcement learning has also proven to be effective both in
simulated domains and with physically embodied robots. Our work differs from
these approaches in that the goal is to learn a declarative action model suit-
able for use by symbolic planning algorithms (and other cognitive tasks such as
natural language generation and understanding [10]), not opaque, non-symbolic
policies.

Our representation of outcomes as prototypical time series is based on earlier
work on clustering time series [8]. Several other recent approaches to identifying
qualitatively different regimes in time series data include [1, 3, 6].

Below, we present a method whereby an unsupervised robotic agent can
learn qualitively distinct regions of the parameters that control its actions. In our
model, the robot begins with a finite number of distinct controllers, each of which
is parameterized over zero or more dimensions. Using our method, a robot will be
able to learn for itself which regions of the parameter spaces of its controllers lead
to what sensory outcomes. These regions can then become the discrete primitive
actions which the robot can use to plan. The layout of the paper is as follows:
we first describe our robotic agent—the Pioneer 1 mobile robot—and the primitive
controllers we created for it; then we describe our method and the experimental
results that validate it. Lastly, we discuss the future work involved in turning
the prototype actions discovered by our algorithm into planning operators.

2 Method

We can view the sensor data collected by the robot as being generated by dis-
tinct activities or processes. For example, a process may involve the robot going
forward, turning to the right, spinning sharply left or doing nothing at all. Our
problem falls into two pieces. The first is to take the set of continuous multivari-



ate time series generated by the robot and discover the distinct activities which
created it and which activity generated which time series. In essence we want
to discover how many different kinds of things the robot did and which thing
goes with which time series. The second problem is to use this information to
divide the parameter space(s) of the controller(s) that generated each activity
into possibly overlapping regions. These regions build upon the robot’s innate
controllers and we use them to form the robot’s primitive actions.

2.1 Framework

Although the method we propose is quite general, we explicate it in the context
of our experimental work with the Pioneer mobile robot. We provide a robot
with three distinct controllers:

— WUgL(r,l)—a left-right wheel speed controller. By varying r and [, the robot
sets its right and left wheel speeds.

— Yp—a null controller that sets all the robots effectors to their resting states.
Though perhaps perverse, this ‘controller’ lets the system differentiate action
from inaction.

— WYps—a controller designed to seek out and move the robot towards open
space. It does this by rotating to find the direction with the least amount
of sonar clutter, moving in that direction and then orienting towards a ran-
domly chosen heading.

We then let the robot randomly select controllers and parameters and execute
them for a brief time—typically between 10 and 20 seconds. The data recorded
by the robot during each experience is saved along with the controller type
and its parameters, if any. We call the complete set of robot experiences €.
Note that qualitatively distinct controller/parameter settings should generate
trajectories of qualitatively distinct sensor readings as outcomes. For example,
going forward will typically cause the forward facing sonar’s distances to go
down, the sizes of objects in the visual field to grow and the translational velocity
to be positive. Other actions will produce very different readings. The next
section describes how we can learn which of these sensor time series are associated
with the different kinds of activities in which the robot engages.

2.2 Learning Distinctive Outcomes for a Controller

Given &, we search for distinctive outcomes by first uniformly sampling fixed
length subsequences of length L, called L-sequences, from the data. We then
form k clusters from the L-sequences via hierarchical agglomerative clustering
using Dynamic Time Warping (DTW) [12] to measure the distance between each
sequence. DTW is a generalization of classical algorithms for comparing discrete
sequences (e.g. minimum string edit distance [4]) to sequences of continuous val-
ues. The k centroids of the clusters found, C;, partition the space of L-sequences,
with each centroid standing in for all of the L-sequences that are most similar



to it. In effect, the centroids discretize the continuous sensor space and form an
alphabet which can be used to tokenize any other experience.

We next divide £ into two sets for each controller: one set contains experi-
ences that occurred while the controller was running; the other experiences that
occurred while some other controller was running. For each centroid, we can
determine the probability that C; occurred when the controller was running,
p(C;|¥), and the probability that C; occurred when the controller was not run-
ning, p(C;|¥). If p(C;|¥) is significantly different from p(C;|¥) then the centroid
is distinctive for ¥. Centroids that occur more frequently than by chance (under
the null hypothesis that the occurrence does not depend on the controller) are
called positively distinctive centroids for ¥ and are denoted by ¥ (C;)™. Centroids
that occur less frequently are negatively distinctive centroids and are denoted by
¥ (C;)~. Centroids which are neither positively nor negatively distinctive are said
to be neutral with respect to the controller. As positively distinctive centroids
occur more often in the presence of ¥, we infer that ¥ causes them: that the
sensor trajectories similar to ¥(C;)" are the outcomes of running ¥. Typically,
the inference that a causes b requires that a and b covary, that a occurs before
b and that other potential causes of b are controlled [14]. As our method does
not account for the last item, some of the causal inductions will be incorrect and
further effort will need to go into resolving them.

2.3 From Distinctive Outcomes to Distinctive Actions

For each centroid in ¥(C;)", we examine the experiences in £ and see if the
centroid occurs more frequently than by chance. We accomplish this by com-
paring the number of occurrences of L-sequences similar to the centroid in the
experience to that expected given the overall population density of the centroid
in &. If C; occurs frequently in an experience, then we say that the experience is
distinctive for the centroid. The set of distinctive experiences for each centroid is
Ec;. We will denote the parameters of the distinctive experiences for a centroid
as Pg,. We can plot P, for each controller colored by the centroid. For example,
figure 1 shows one particular division of ¥ ’s parameter space. This plot shows
left and right wheel speed parameters associated with data collected from the
Pioneer-1 while running ¥ry. Each of these robot experiences is labeled with
one of six distinctive centroids. For example, the experiences labeled with the
small z’s all have wheel speeds that are generally below zero. The center portion
of the plot is empty because our method did not find any distinctive outcomes
for these experiences. Notice that each of the prototypical centroids is associated
with a subset of the entire parameter space and that the subsets appear to be
well separated.

In general, there are several possible outcomes for the distributions of con-
troller parameters derived from individual centroids C; and from pairs of cen-
troids C'; and Cj. We first list the possibilities and then provide intuitions for
their meanings:

1. P¢, has a uniform distribution across the entire parameter space.
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Fig. 1. Scatter-plot of Left and Right wheel velocities labeled by their centroid or
distinctive outcome.

2. Pg, has a non-uniform distribution—some parameter values lead to C; more
frequently than others. This distribution may be uni-modal, bimodal or more
complex.

3. Pg; and Pg, are well separated (note that this can only occur if the indi-
vidual distributions are non-uniform to begin with).

4. Pc; and Pg, overlap significantly.

We will formalize these notions below but the intuitions should be clear. In the
concrete terms of Ygy(r,l), item 1 indicates that although the outcome occurs
more frequently when ¥gy is running, it does not depend on the parameters of
Urr. Item 2 indicates that the occurrence of the centroid depends on r and [. If
the distribution is uni-modal, then only one range of r and [ leads to this out-
come; if it is more complex, then two or more ranges lead to it. This corresponds
to a different regions of the parameter space having the same outcome.

Items 3 and 4 both require that the outcomes C; and C};, depend on the choice
of r and [. If the parameter ranges for the two outcomes overlap significantly, then
this corresponds to a single action leading to two (or more) different outcomes.
This may be due to the context in which the two action occurs.

2.4 Knowing when an action is discrete

Given a distribution Pc,, we must ask whether it is significantly different from
that expected by random chance. We can divide the parameter space of a con-
troller into uniform cells and create a histogram of the number of occurrences of
Pc, in a cell. We can create a similar histogram of the total number of experiences
with parameters in a cell regardless of centroid. We can use these histograms
to form a discrete probability distribution of the probability that a given range
of parameters leads to the distinctive outcome (C;). The null hypothesis is that
the parameter values have no effect on the outcomes and that the distribution



obtained from P¢, is uniform. We can test Hy for each C; by building a sam-
pling distribution of the Kullback-Leibler distances between randomly generated
distributions of the number of experiences containing C;. elements and the true
uniform distribution. The discrete Kullback-Leibler distance or average variance
measures how much one probability distribution differs from another:

pi(z)
d(p17p2) ;pl(x)lnpz(l')

Once we have obtained the distribution of the distance measures, we can use
randomization testing to see if the actual distribution derived from Pg, is sig-
nificant.

If Pc, is significantly different from the non-uniform distribution, then we
can use randomization testing again on each of the cells in the distribution. In
this case, we build the sampling distribution for the cells of the histogram using
the Kullback-Leibler distance of the probability value in each cell as compared
to the uniform probability distribution. We then look for cells whose Kullback-
Leibler score is significantly different from that expected under Hy. These cells
are the ones who contribute highly to P¢,’s significance. They define the discrete
action which leads to outcome C;.

2.5 Summary of the Method

In summary, our method is as follows. Given a set of parameterized controllers
for a mobile robot and a set of sensors:

1. Randomly select a controller and run it with randomly selected parameters.
While it is running, record the data that it generates and save this along
with the type of controller and its parameter values.

2. Sample fixed length subsequences uniformly from the data generated and
form clusters.

3. For each cluster centroid, C';, and controller, ¥, determine if the probability of
the centroid occurring while ¥ is running, p(C;|¥), differs significantly from
the probability of the centroid occurring while ¥ is not running, p(C;|¥).

4. Determine the distinctive experiences for each of ¥’s positively distinctive
centroids. Use these to create probability distributions for P¢,, the parame-
ters of the experiences that lead to outcome C}.

5. Use randomization testing and the discrete Kullback-Leibler distance to find
centroids that are dependent on the parameters of ¥ and the regions of the
parameter-space that lead to the centroid.

The regions found are ranges of parameter values that typically result in specific
outcomes of sensory trajectories. They are candidates for primitive actions of
the mobile robot.



3 Experiment

3.1 Method

We collected 120 experiences using ¥rr (7, 1) (96-experiences), ¥y (12-experiences)
and Yos (12-experiences). The distribution was weighted towards ¥ry as this
controller was the focus of our experiment. The r and | parameters for ¥r;, were
uniformly sampled between -100 and 200 so as to obtain more forward-moving
experiences than backward-moving experiences. The robot operated in a convex
space containing numerous small objects with which it could interact. Interven-
tion was required once during the data collection when the robot became stuck
on power conduit lines attached to one of the walls of the space.

In the analysis that follows we used the following subset of sensors: heading,
right-wheel-velocity, left-wheel-velocity, translational-velocity and rotational-velocity.
The Pioneer keeps track of its heading and assumed position by dead reckon-
ing. It determines its right and left wheel velocities, translational and rotational
velocities via proprioceptive feedback from its wheel encoders. The values of its
sensors are recorded every 10-milliseconds.

3.2 Results

The algorithm described above found several statistically significant (p < 0.01)
regions of the parameter space of Ygy(r,[) including ones that we would label
roughly as “forward”, “backwards”, “hard-left”, “slow-left” and so forth. Figure
2 below demonstrates several probability distributions linking particular setting
of left and right wheel speeds and their distinctive outcomes (C;). In this exper-
iment, each distribution was decidedly non-uniform (corresponding to item 2 in
the taxonomy above) and demarcated a single contiguous region of the param-
eter space. The regions are relatively large, however, and several overlap each
other. Our assumption is that this is due in part to the small size of our data set
and in part to the fact that different actions can result in the same qualitative
outcome. Further experiments are underway to clarify this.

Each plot in figure 2 shows the action associated with a particular distinctive
outcome. These plots are based on clusters of the data from the original 120-
trials. The darker cells of each plot indicate the range of parameters that define
the action. The first plot shows the action defined by high values of left and
right wheel speeds and with the right wheel speed generally higher than the
left wheel speed—with what we would label forward motion and turning to the
right. Investigation of the distinctive centroid associated with the plot confirms
this interpretation. The second plot shows actions with right wheel speeds below
zero and the third shows actions with high left wheel velocities and low right
wheel velocities. We might label these activities as “backwards to the left” and
“forward left turn” respectively. Of course, each atomic action discovered by our
method ranges over a large portion of the controller’s parameter space. This is
due in part to the limited amount of data collected and in part to the noisy
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Fig. 2. Examples of discrete actions associated with different distinctive outcomes.
They corresponds roughly to “going forward”; “going backwards or turning left”; and
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environment in which the robot runs. We expect that additional data would
allow the atomic actions to become more precise.

We have shown that our method allows an unsupervised mobile robot to in-
teract with its environment and learn discrete actions over the parameter spaces
of its controllers.

4 Future Work

Future work will remove a number of limitations of the current method. In par-
ticular, rather than representing outcomes of actions as fixed-length prototypes,
we will apply the algorithm described in [8] to identify and represent outcomes
of variable duration. Also, having identified discrete actions and their outcomes,
it becomes possible to go back to the time series data and search for features
of the environment that condition the outcome probabilities. In terms of classi-
cal planning operators, we will identify preconditions. Another limitation of the
current method is that sensor groups are pre-specified. Ideally, the robot would
determine which sets of sensors should be grouped together because patterns
in those sensors capture outcomes of invoking actions. We plan to explore the
utility of a simple generate and test paradigm to this problem, with the test
phase involving statistical hypothesis tests of the form previously described. An-
other extension to this method would be to apply active learning techniques by
letting the robot choose its parameters rather than selecting them at random.
Finally, the current algorithm runs only in batch. We intend to move towards
a completely online implementation whereby the robot will continuously find,
test and improve its prototypical actions. Further work also needs to be done
to investigate the scalability of our approach and to deal with non-stationary
time series. Indeed, as the robot’s learning will modify its interactions, we are
prima facie in a non-stationary environment. We have hopes that the continuous
on-line version will help to shed light on this developmental problem.
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